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Abstract
Candidate sourcing for recruiters is best viewed as a two stage re-
trieval and reranking pipeline with recall as the primary objective
under a limited review budget. In the primary setting studied in this
paper, an upstream production retriever first returns a candidate
shortlist for each job description (JD), and our goal is to rerank
that shortlist so that qualified candidates appear as high as possible.
We present mira-embeddings-v1, a semantic reranking system for
the recruitment domain that reshapes the embedding space with
large language model (LLM)-synthesized training data and further
corrects boundary confusions with a lightweight reranking head.
Starting from real JDs, we build a five stage prompt pipeline to
generate diverse positive and hard negative samples that sculpt the
model’s semantic space from multiple angles. We then apply a two
round LoRA adaptation: JD–JD contrastive training followed by
JD–CV triplet alignment on a heterogeneous text JD–CV dataset.
Importantly, these gains are pursued without large scale manually
labeled industrial training pairs: a modest set of real JDs is expanded
into supervision at the task level through LLM synthesis. Finally,
a BoundaryHead multi-layer perceptron (MLP) reranks the Top-𝐾
results to further distinguish between roles that share the same title
but differ in scope. On a local pool of 300 real JDs with candidates
returned by an upstream production retriever, mira-embeddings-v1
improves Recall@50 from 68.89% (baseline) to 77.55% while lifting
Precision@10 from 35.77% to 39.62%. On a supportive global pool
protocol over 44,138 candidates judged by a Qwen3-32B rubric,
it achieves Recall@200 of 0.7047 versus 0.5969 for the baseline.
These results show that supervision synthesized by LLMs with data
efficiency, plus reranking with boundary awareness, yields robust
gains without introducing a heavy cross encoder in our current
pipeline.
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1 Introduction
In candidate sourcing for recruiters, an upstream production re-
triever first returns a candidate shortlist for each job description
(JD), and the central ranking problem is how to reorder that shortlist
so that qualified candidates appear within the positions recruiters
can realistically inspect. In this setting, the main operational risk is
not showing one extra partially matching candidate, but missing a
truly qualified candidate who then receives no exposure at all. For
this reason, JD to CV shortlist reranking should be treated as a recall
oriented recommendation problem under a fixed review budget.
Because JDs specify future role requirements while CVs summarize
past experience, the task is also a heterogeneous retrieval problem
with a systematic view gap.

Existing methods for retrieval and recruitment matching im-
prove general semantic relevance [1, 2, 7, 8, 12, 13, 22, 31, 32]. Dense
retrieval with dual encoders is attractive because it supports embed-
dings that are reusable and efficient search for nearest neighbors,
while prior work in recruitment has explored matching methods
adapted to the domain and fine tuning based on synthetic data.
However, these methods often fail in the cases that matter most in
shortlist generation: candidates who are near misses with similar
titles or overlapping skills yet incorrect ownership level, functional
scope, seniority, or mandatory constraints. These errors at the role
boundary are costly in settings where recall is the primary objective
because they occupy scarce shortlist positions and crowd out truly
qualified candidates.

We therefore treat role-boundary confusion as an explicit training
target rather than assuming that a stronger general encoder alone
will solve it. More concretely, we aim to teach the system not only
what a relevant JD–CV match looks like, but also which near-miss
cases should be separated: semantic paraphrases that should re-
main close, boundary mismatches that should be pushed apart, and
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hard constraint conflicts that should be demoted despite topical
overlap. Starting from a modest set of real JDs, we use positives
and hard negatives generated by LLMs to create supervision tar-
geted at specific tasks at low marginal cost [8, 31, 32]. On this basis,
we propose mira-embeddings-v1: a five-stage prompt pipeline
generates structured JD–JD supervision; two rounds of LoRA adap-
tation [9] learn recruitment semantics and then JD–CV alignment;
and a lightweight BoundaryHead makes local Top-𝐾 corrections
without introducing a heavy cross encoder.

Experiments on a local pool (300 JDs with candidates from an
upstream production retriever) and a supportive larger pool (44K
candidates with LLM judgments based on a rubric) show a consis-
tent pattern: the domain-adapted encoder supplies the main recall
gain, and BoundaryHead adds smaller residual improvements in
the shortlist region. Evaluation on the local pool is the primary evi-
dence because it matches the actual recruiter review scenario, while
the larger pool protocol serves as a supportive consistency check.
Together, these results support a focused claim: explicit boundary-
aware supervision improves shortlist recall for recruiters at modest
data construction cost.

Our main contributions are:

• We identify candidate sourcing for recruiters as a reranking
problem in which recall is the primary objective and near
misses involving role boundaries or hard constraints are a
central source of error.

• We build an LLM supervision pipeline with five stages at
low cost that expands real JDs into structured positives and
hard negatives for paraphrase robustness, role boundary
separation, and constraint sensitivity.

• We introduce a two round adaptation pipeline, with JD–JD
contrastive tuning followed by JD–CV triplet alignment. This
provides the main source of recall improvement.

• We introduce a lightweight BoundaryHead that provides
residual local correction for boundary-confused Top-𝐾 can-
didates.

• We establish an evaluation oriented toward recall across a
primary Local Pool and a supportive Global Pool, showing
that encoder adaptation drives most gains while Boundary-
Head adds further shortlist improvements.

2 Related Work
Recruitment modeling: pair scoring is not shortlist retrieval. Prior

work on person–job fit has mostly framed recruitment as a pair-
wise matching problem: given one JD and one CV, predict whether
the pair is compatible. Early neural approaches learn joint JD–CV
representations using ability-aware hierarchical attention or bipar-
tite CNN architectures [20, 33], and later work strengthens this
formulation through topic-based ability modeling and improved
optimization objectives [21]. Other studies enrich the available sig-
nals, for example by incorporating interview records [23] or mod-
eling recruiter preference and historical interview behavior with
profiling-memory mechanisms [30]. Taken together, these studies
show that recruitment benefits from domain-aware modeling, but
they still target fit estimation for individual pairs. That leaves open
the retrieval question studied here: under a fixed recruiter review
budget, how should the embedding space be organized so that

strong candidates can be recovered at high recall, especially when
many near-miss candidates are semantically similar but differ on
role boundaries or hard constraints such as required certifications
or minimum experience?

General dense retrieval and synthetic supervision improve rele-
vance, but not the failure mode we target. Dense retrieval has made
shared query–document embeddings a standard approach for ef-
ficient nearest-neighbor search, supported by unsupervised con-
trastive pretraining [10], instruction-tuned embeddings [16, 25],
and large-scale weak supervision [27]. This line of work has pro-
duced strong general-purpose encoders such as E5 [27], GTE [15],
BGE [29], BGE-M3 [4], and Jina Embeddings v3 [24]. At the same
time, parameter-efficient adaptation methods such as LoRA and
QLoRA have made downstream specialization practical even with
limited computational resources [6, 9]. In parallel, synthetic-data
approaches show that LLM-generated supervision can substantially
improve retrieval. InPars and InPars-v2 synthesize queries from
documents [3, 11], Promptagator bootstraps training data from a
small seed set [5], HyDE uses hypothetical documents for zero-shot
retrieval [8], and recent work argues that diverse synthetic tasks
can strengthen embedding models more broadly [28]. What is still
missing for our setting is not a stronger generic relevance recipe,
but a formulation centered on recruitment-specific shortlist errors.
Existing adaptation and synthesis methods improve semantic rele-
vance in a broad sense, yet they do not explicitly treat role-boundary
confusion, namely near-miss candidates that are topically close but
wrong on seniority, function, domain, or mandatory requirements,
as the failure mode to be diagnosed and suppressed.

Heavy reranking is effective, but our question is whether targeted
local correction is enough. A separate line of work improves retrieval
with powerful second-stage rerankers. Cross-encoders jointly score
query–document pairs and are highly effective, but their computa-
tional cost scales linearly with the number of candidates [17, 18].
Late-interaction models such as ColBERT offer a more efficient
compromise through precomputed token-level representations [14],
and sequence-to-sequence or LLM-based rerankers further improve
generic ranking quality [18, 19, 26]. These methods are strong when
the objective is broad relevance optimization with a heavy rerank-
ing stage. Our setting is narrower: after first-stage retrieval, can
residual recruitment-specific near-miss errors be corrected with a
cheaper, more targeted mechanism that does not require full pair-
wise rescoring? This is the setting in which we position the paper.
Our comparison is therefore against strong general-purpose em-
bedding backbones under the retrieval setup studied here, rather
than a claim of state-of-the-art performance across the full recruit-
ment literature. The next section formalizes this narrower task, its
review-budget assumption, and the design requirements implied
by role-boundary confusion.

3 Problem Formulation
3.1 Task Definition
Let 𝑞 denote a job description (JD), and let C(𝑞) = {𝑐1, 𝑐2, . . . , 𝑐𝑀 }
denote the candidate pool returned for 𝑞 by an upstream retrieval
system in the primary setting studied in this paper. We learn a
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𝑑-dimensional embedding function 𝑓 : X → R𝑑 such that seman-
tically relevant JD–CV pairs within this pool are mapped close
together in the embedding space:

sim(𝑓 (𝑞), 𝑓 (𝑐+)) ≫ sim(𝑓 (𝑞), 𝑓 (𝑐−)), (1)

where 𝑐+ is a ground-truth matching CV in C(𝑞) and 𝑐− is a non-
matching one, and sim(·, ·) denotes cosine similarity. Our primary
objective is to rank candidates within C(𝑞) so that truly qualified
candidates appear as high as possible within the recruiter’s review
budget. The paper’s main claim is therefore about reranking quality
within an upstream candidate pool. Unlike symmetric retrieval
tasks, JD-to-CV matching is inherently asymmetric: JDs describe
future role requirements in imperative language, while CVs narrate
actual past experience, producing systematic surface-form gaps
that general-purpose encoders tend to conflate.

3.2 Recall-First Evaluation
Given a JD 𝑞, let R𝐾 (𝑞) ⊂ C(𝑞) denote the top-𝐾 candidates re-
turned after the encoder ranking, and let P(𝑞) ⊂ C(𝑞) be the set
of ground-truth positive candidates. We evaluate retrieval quality
using:

Recall@𝐾 =
|R𝐾 (𝑞) ∩ P(𝑞) |

|P(𝑞) | , (2)

Precision@𝐾 =
|R𝐾 (𝑞) ∩ P(𝑞) |

𝐾
. (3)

We treat Recall@𝐾 as the primary metric. In recruiter-facing can-
didate sourcing, the cost of a false negative (missing a qualified
candidate) outweighs the cost of a false positive (surfacing an un-
qualified one that a recruiter will filter). Precision@𝐾 serves as
a secondary indicator to guard against excessive recall-precision
trade-offs.

We report results on two complementary test pools (detailed
in Section 5): a Local Pool that serves as the primary production
reranking setting (300 JDs, ∼200 initial candidates each), and a
supportive Global Pool protocol that probes whether the same di-
rectional conclusions remain under broader direct retrieval (44,138
candidates, LLM-as-Judge ground truth).

3.3 Two-Stage Ranking Framework
The overall system decomposes ranking into two stages.

Stage 1 — Encoder Scoring. Given JD 𝑞, we compute cosine
similarity between the query and each candidate in the returned
pool C(𝑞) using the fine-tuned encoder 𝑓 :

𝑠cos (𝑞, 𝑐) = sim(𝑓 (𝑞), 𝑓 (𝑐)), 𝑐 ∈ C(𝑞). (4)

Stage 2 — Boundary Reranking. A lightweight Boundary-
HeadMLP scores each candidate in C(𝑞) for role-boundary con-
formance. The final ranking score is:

𝑠final (𝑞, 𝑐) = 𝑠cos (𝑞, 𝑐) − 𝜆 · 𝑠boundary (𝑞, 𝑐), (5)

where 𝑠boundary ∈ [0, 1] is the BoundaryHead output (higher means
stronger role-boundary mismatch), and 𝜆 is a small weighting co-
efficient tuned on the validation set. In the primary Local Pool
setting, Stage 1 is fixed by the upstream production retriever, and
our method is evaluated as a reranker over the returned shortlist.
In the supportive Global Pool protocol, we instantiate a broader

first-stage retrieval step explicitly and set 𝐾1=1000, with 𝜆=0.1 for
BoundaryHead reranking. Section 5 describes these evaluation set-
tings in detail.

4 Method
Our goal is to improve recruiter-facing, recall-first shortlist rerank-
ing under limited supervision by addressing the specific failure
modes that are central to this task setting: semantically similar but
recruiter-invalid near misses, especially role-boundary confusions
and hard-constraint violations. This motivates to three method
requirements. First, supervision should not only mark what con-
stitutes a relevant match, but also distinguish whether a near-miss
case should remain close, be separated, or be locally demoted. Sec-
ond, adaptation should bridge both recruitment-domain semantics
and the heterogeneous JD–CV view gap without relying on large-
scale human labels. Third, any reranking component should serve
as a conservative local correction rather than replacing the main
retrieval model.

We build mira-embeddings-v1 in three stages, illustrated in
Figure 1: (i) a five-stage LLM-driven prompt pipeline that generates
structured training pairs from real JDs together with a heteroge-
neous text JD–CV dataset; (ii) two rounds of LoRA fine-tuning
that progressively adapt a general-purpose encoder to recruitment-
domainmatching; and (iii) a lightweight BoundaryHeadMLP trained
on top of the frozen encoder to suppress role-boundary confusions
at reranking time.

4.1 Supervision Design for the Target Failure
Modes

4.1.1 Five-Stage JD Prompt Pipeline. The JD-only supervision is
designed to teach the encoder three behaviors that standard similar-
ity training does not cleanly isolate: robustness to benign phrasing
variation, separation of same-title but different-scope roles, and
sensitivity to hard-constraint conflicts. To keep all generated pairs
anchored to real demand, every sample must remain programmati-
cally grounded in a real JD and pass script-level validation before
entering training.

Prompt 1 extracts a conservative structured anchor from each
real JD. Prompts 2–3 then generate positive pairs for paraphrase
robustness and style normalization, while Prompts 4–5 generate
hard negatives for role-boundary confusion and hard-constraint
conflicts. After expansion, validation, and deduplication, the 3,317
source JDs yield 28,561 usable JD–JD pairs (Table 1). Cleaned and
condensed prompt templates are provided in the supplementary
material.

4.1.2 JD–CV Synthetic Data Construction. The second supervi-
sion need is heterogeneous alignment. After learning recruitment-
specific semantics on JD–JD data, the model must also learn how
those semantics transfer from a job description to a CV. We there-
fore construct the JD–CV corpus from two complementary syn-
thetic sources: a pan-domain balanced generator that covers di-
verse roles with clear positives and screening-style negatives, and
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Figure 1: Overview of the mira-embeddings-v1 ranking system. Top: an LLM-driven prompt pipeline generates JD–JD pairs, a
JD–CV synthetic dataset, and role-boundary pairs from raw JDs. Middle: training consists of two rounds of LoRA fine-tuning,
followed by a BoundaryHead MLP trained on the frozen encoder to reduce role-boundary confusions. Bottom: at inference
time, a query JD scores candidates in the returned pool with the fine-tuned encoder and reranks them with the BoundaryHead.
Light green arrows denote the flow of generated data into training.

Table 1: Five-stage JD prompt pipeline. Prompt 2, Prompt 4,
and Prompt 5 consume the Prompt 1 structured record di-
rectly, while Prompt 3 generates a summary-to-card positive
from the raw JD summary. Pair counts report retained train-
ing pairs after script-level validation and deduplication.

Stage Type Training Target Pairs

1 Extraction Structured anchor (title,
skills, constraints)

3,317

2 pos Paraphrase robustness
(synonym/abbreviation
rewrites)

3,317

3 pos Style-noise reduction
(summary-to-card anchor)

5,342

4 hard neg Role-boundary: same title,
shallower ownership/scope

9,951

5 hard neg Constraint conflict: single
non-location field flipped

6,634

Total (3,317 source JDs) 28,561

a LinkedIn-style hard-negative generator that emphasizes decep-
tive high-overlap CV cases such as ambiguity, inflation, contrac-
tor/intern confusion, career pivots, influencer noise, and skill stuff-
ing. Both sources are schema-validated and normalized into a uni-
fied JSONL format, yielding the corpus used for Round 2 adaptation.

4.2 Progressive Adaptation via Two Rounds of
LoRA Fine-Tuning

The encoder must solve two distinct adaptation problems. It first
needs to internalize recruitment-domain semantics, and then bridge
the heterogeneous semantic gap between JDs and CVs.We therefore
adapt Jina Embeddings v3 in two sequential LoRA rounds rather
than a single joint pass. The first round uses JD-only supervision to
shape embedding geometry around recruitment-relevant similarity
and separation; the second aligns JD queries with CV candidates on
top of an already domain-aware representation. This ordering re-
duces the burden of handling domain shift and cross-viewmismatch
at the same time.

4.2.1 Round 1: JD–JD Domain Alignment (mira-embeddings-v1-R1).
Round 1 fine-tunes Jina Embeddings v3 on the JD–JD corpus from
Section 4.1.1. Its role is to inject recruitment-domain semantics
and teach the encoder that some high-overlap pairs should still
be pushed apart. We use a three-stage curriculum with the same
LoRA adapter throughout (rank 𝑟=16, 𝛼=32, five target linear layers:
dense, out_proj, fc1, fc2) and a learning rate of 8×10−6.

Stage 1 — Card Warm-up. The model trains on Prompt-3
canonical-card pairs, pulling a natural-language JD summary to-
ward its compact semantic card and providing a coarse domain
anchor before harder ranking pairs are introduced.

Stage 2 — Semantic Alignment. The model then trains on
Prompt-2 semantic-equivalent pairs. Stages 1 and 2 use the same
pairwise alignment objective:

Lpair =𝑤𝑝
(
1−cos(𝑞, 𝑐)

)2+𝑤𝑑 (MSE(𝑒𝑞, 𝑒 (𝑡 )𝑞 )+MSE(𝑒𝑐 , 𝑒 (𝑡 )𝑐 )
)
, (6)
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where 𝑒𝑞 = 𝑓 (𝑞) and 𝑒𝑐 = 𝑓 (𝑐) denote the embeddings of the query
and candidate produced by the current encoder, and 𝑒 (𝑡 )𝑞 and 𝑒 (𝑡 )𝑐

are the corresponding embeddings from the original Jina v3 model.
Stage 3 — Main Ranking. The model then switches to grouped
ranking with one semantic positive 𝑐+ from Prompt 2, one role-
boundary negative 𝑐−𝑟 from Prompt 4, and one constraint negative
𝑐−
𝑘
from Prompt 5. The ranking objective is:

L =𝑤𝑝 Lpos +𝑤𝑟 Lrole +𝑤𝑘 Lcons +𝑤𝑑 Ldistill, (7)

where
Lpos =

(
1 − cos(𝑞, 𝑐+)

)2
, (8)

Lrole =max
(
0, 𝑚𝑟 − [cos(𝑞, 𝑐+) − cos(𝑞, 𝑐−𝑟 )]

)2
, (9)

Lcons =max
(
0, 𝑚𝑘 − [cos(𝑞, 𝑐+) − cos(𝑞, 𝑐−

𝑘
)]
)2
, (10)

and
Ldistill =MSE(𝑒𝑞, 𝑒 (𝑡 )𝑞 ) +MSE(𝑒𝑐+ , 𝑒 (𝑡 )𝑐+ ). (11)

Loss weights are (𝑤𝑝 ,𝑤𝑟 ,𝑤𝑘 ,𝑤𝑑 ) = (1.0, 0.25, 0.10, 0.05), reflect-
ing that role-boundary discrimination requires a stronger gradient
signal than constraint learning. The implementation uses margins
𝑚𝑟=0.10 and𝑚𝑘=0.05. After all three stages, the LoRA adapter is
merged into the base model to produce mira-embeddings-v1-R1.

4.2.2 Round 2: JD–CV Triplet Alignment (mira-embeddings-v1-R2).
Round 2 starts from mira-embeddings-v1-R1 and fine-tunes on the
36,173-sample JD–CV corpus from Section 4.1.2. Its purpose is not
to relearn recruitment semantics, but to align the already adapted
representation across the JD and CV views. Training examples are
formatted as triplets (𝑞, 𝑐+, 𝑐−), and we use Multiple Negatives
Ranking Loss (MNRL) [22], which treats every positive from an-
other example in the same batch as an additional in-batch negative.
For a mini-batch B, the loss for anchor 𝑞𝑖 is:

LMNRL = − 1
|B|

∑︁
𝑖∈B

log
exp(𝑠𝑞𝑖𝑐+𝑖 /𝜏)∑︁

𝑗∈B
exp(𝑠𝑞𝑖𝑐+𝑗 /𝜏) +

∑︁
𝑗∈B

exp(𝑠𝑞𝑖𝑐−𝑗 /𝜏)
, (12)

where 𝜏 is the temperature parameter and the denominator accumu-
lates both in-batch positives from other examples and the explicit
hard negatives supplied in every triplet. Compared with a standard
margin-based triplet loss, MNRL exploits the full batch as a negative
pool and is less sensitive to margin tuning, which matters when the
hard negatives from Section 4.1.2 already vary widely in difficulty.

After merging the Round-2 adapter weights into the base model,
we obtainmira-embeddings-v1-R2, the final embedding encoder.
Its weights are subsequently frozen; all later training (Boundary-
Head, Section 4.3) is confined to a separate local correction head.
Table 2 summarizes the key hyperparameters of both rounds.

4.3 Lightweight Local Correction with
BoundaryHead

Even after encoder adaptation, some shortlist errors remain highly
local. A candidate may be topically similar and therefore receive
a strong embedding score, yet still need to be demoted because
the actual ownership scope is shallower or otherwise boundary-
misaligned.We therefore add BoundaryHead as a lightweight rerank-
ing correction on top of the frozenmira-embeddings-v1-R2 en-
coder. Its role is deliberately narrower than that of the encoder.

Table 2: LoRA fine-tuning hyperparameters for both rounds.

Round 1 (R1) Round 2 (R2)

Base model Jina v3 mira-embeddings-v1-R1
Training pairs 28,561 (Stage 2–5 JD–JD) 36,173 (JD–CV)
Loss Pairwise cosine alignment

+ margin ranking + distilla-
tion

MNRL

Learning rate 8×10−6 1×10−5
LoRA rank 𝑟 16 8
LoRA 𝛼 32 32
Max seq. length 512 2048
Max epochs 5 5

Round 1 uses role-boundary negatives to shape the global embed-
ding geometry, whereas BoundaryHead uses the same signal to
make local binary decisions among already high-similarity pairs.

4.3.1 Architecture. BoundaryHead is a shallow MLP (PairHead)
that takes the JD andCV embeddings generated bymira-embeddings-
v1-R2 (Section 4.2.2) and outputs a scalar boundary-mismatch score
𝑠boundary ∈ [0, 1]. The input feature vector concatenates four inter-
action signals:

h =
[
𝑓 (𝑞) ∥ 𝑓 (𝑐) ∥ |𝑓 (𝑞)−𝑓 (𝑐) | ∥ 𝑓 (𝑞)⊙𝑓 (𝑐)

]
∈ R4𝑑 , (13)

where 𝑓 (·) denotes the frozen embedding function implemented by
mira-embeddings-v1-R2, 𝑑 is the encoder hidden dimension, | · |
denotes element-wise absolute difference, and ⊙ denotes element-
wise product. The PairHead MLP is:

z = Dropout
(
ReLU(𝑊1h + 𝑏1), 𝑝=0.1

)
,

𝑠boundary =𝑊2z + 𝑏2,
(14)

with 𝑊1 ∈ R256×4𝑑 and 𝑊2 ∈ R1×256. The encoder weights are
completely frozen during this stage; only the 256-dimensional MLP
head is trained.

4.3.2 Training Data. BoundaryHead is trained on a binary discrim-
ination task constructed from two sources in a 1:1 ratio.

Positive pairs (𝑦 = 1, boundary mismatch) come from the Stage-
4 role-boundary hard negatives (Section 4.1.1). These are JD pairs
where the anchor has deep ownership and the generated variant
has a shallower, supporting-role rewrite under the same title. In
the context of BoundaryHead, label 1 means “this pair shows a
role-boundary mismatch that should be penalized at reranking
time.”

Negative pairs (𝑦 = 0, genuine match) are drawn from the
positive pool of the Stage-2/3 corpus, filtered to retain only records
where the query and candidate titles match (exact, contains, or
token overlap ≥ 0.7) and the extracted responsibility fields have
a bag-of-words similarity above an adaptive threshold (starting at
0.5, backed off to 0.2 if too few negatives are available). These are
genuinely well-matched pairs that share a similar title, representing
the exact scenario BoundaryHead must not penalize.
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4.3.3 Training and Inference. The head is trained with binary cross-
entropy:

LBCE = − 1
𝑁

𝑁∑︁
𝑖=1

[
𝑦𝑖 log𝑝𝑖 + (1 − 𝑦𝑖 ) log(1 − 𝑝𝑖 )

]
, (15)

where 𝑝𝑖 = 𝜎 (PairHead(𝑓 (𝑞𝑖 ), 𝑓 (𝑐𝑖 ))) and𝜎 is the sigmoid function.
We use AdamW with learning rate 10−3, weight decay 0.01, batch
size 128, and up to 40 epochs with early stopping (patience 5). Model
selection is based on validation loss.

At inference time, BoundaryHead score 𝑠boundary is combined
with the Stage-1 cosine score via Eq. (5), with 𝜆 selected by grid
search on the validation pool. The resulting system is therefore
mira-embeddings-v1: an encoder-based reranking pipeline whose
main gains come from progressive adaptation, plus a lightweight
local correction head that suppresses residual role-boundary confu-
sions without altering the underlying representation.

Boundary transfer diagnostic. BoundaryHead is trained on JD–
JD pairs but applied to JD–CV pairs at inference. A post-hoc diag-
nostic on 6,888 JD–CV pairs (199 JDs, Top-40 retrieved by mira-
embeddings-v1-R2, labels from Qwen3-32B) confirms that the
boundary signal transfers: 𝑠boundary achieves AUC 0.712 and Co-
hen’s 𝑑=0.791 (𝑝<0.0001) in predicting LLM-judged boundary mis-
matches on unseen JD–CV pairs. Full details are in the supplemen-
tary material.

5 Evaluation
5.1 Research Questions and Evidence Map
We evaluate one primary claim and two supporting questions, each
tied to a distinct source of evidence.

RQ1 (primary claim). Does recruitment-domain adaptation
improve recall within the recruiter’s actual review budget? This
is the paper’s central test, so our primary evidence comes from
the Local Pool, where an upstream production retrieval stage first
produces an initial shortlist and the model reranks the candidates
that recruiters would actually inspect.

RQ2 (mechanism). If gains exist, where do they come from?
We use staged ablations on the same Local Pool to separate JD-only
adaptation, heterogeneous JD–CV adaptation, and boundary-aware
reranking.

RQ3 (supportive consistency). Do the conclusions remain
directionally consistent when the candidate pool extends beyond
the initial shortlist? To examine this, we add a supportive larger-
pool evaluation based on a union pool of 44,138 CVs with rubric-
based LLM judgments.We treat this protocol as supporting evidence
rather than definitive evidence because it covers only a subset of
queries and does not replace full-corpus production evaluation.

5.2 Experimental Setup
5.2.1 Local Pool: primary evaluation setting. We collect 300 real
JDs from our company’s internal recruitment data. For each JD,
an upstream production retrieval stage performs coarse candidate
generation and returns approximately 200 CVs. Ground-truth posi-
tive candidates are pre-annotated per JD using business-side labels.
The 300 evaluation JDs are disjoint from all source JDs used in
synthetic-data generation and model training. The evaluation task

Table 3: Compared models and approximate parameter
counts. All non-proposed baselines are evaluated zero-shot.

Model Source Params

Jina Embeddings v3 (Baseline) jinaai 0.57B
Jina Embeddings v4 jinaai 3.80B
Jina Embeddings v5 jinaai 0.68B
BGE-M3 BAAI 0.57B
GTE-Large-EN v1.5 Alibaba-NLP 0.31B
Qwen3-Embedding-0.6B Qwen Team 0.60B
Qwen3-Embedding-4B Qwen Team 4.00B
Snowflake Arctic Embed L v2 Snowflake 0.57B
mira-embeddings-v1 (Ours) Jina v3 + LoRA + BoundaryHead 0.57B

is to rerank these ∼200 initial candidates so that ground-truth posi-
tives appear at the top. This setting simulates the actual production
pipeline, with initial candidate generation followed by embedding
reranking, and directly tests whether the specialized encoder and
BoundaryHead improve the coverage of qualified candidates within
the recruiter’s review budget.

5.2.2 Global Pool with LLM-as-Judge: supportive evaluation only.

Candidate pool and scoring setup. To complement the production-
style Local Pool, we construct a supportive larger-pool protocol to
test whether the same directional conclusions hold when retrieval is
performed directly over a broader corpus. Because exhaustive LLM
judging over all 300 queries was prohibitively expensive, we pre-
sampled 20 JDs from the 300-JD test pool using stratified random
sampling before model evaluation. The strata were defined by job
family, seniority, and JD length, and sampling used a fixed random
seed. We then unioned their attached candidates into a shared
global pool of 44,138 unique CVs. Every model retrieves Top-200
candidates for each query JD directly from this corpus. We use this
protocol as a supportive consistency check rather than as definitive
evidence for full-query generalization. Additional judging details
are provided in the supplementary material.

Scoring rubric. Qwen3-32B evaluates each JD–CV pair with a
structured four-dimensional rubric (Career, Skills, Education,
Innovation) and returns a weighted total score. A candidate is
marked judge-positive when the total is at least 75, with addi-
tional caps when JD MUST requirements are unmet or when only
preferred requirements are missing. A condensed version of the
judge prompt, together with the main cap rules and risk categories,
is provided in the supplementary material.

5.2.3 Baselines, metrics, and fair-comparison policy. Baselines.
We compare against eight general-purpose text embedding models,
all evaluated zero-shot without any domain fine-tuning (Table 3).
Jina Embeddings v3 serves simultaneously as the Baseline and
as the backbone of mira-embeddings-v1. Encoder-only variants
(e.g., mira-embeddings-v1-R1 or mira-embeddings-v1-R2 without
BoundaryHead) are treated as ablations rather than as the final
proposed method.

Metrics. Following the recall-first framing of Section 3, we re-
port Recall@𝐾 (Eq. (2)) as the primary metric and Precision@𝐾
(Eq. (3)) as a secondary guardrail, at 𝐾 ∈ {10, 20, 30, 40, 50, 60, 70},
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Table 4: Local Pool heterogeneous text comparison on
Recall@𝐾 . All values are percentages.

Model 10 20 30 40 50 60 70

Proposed 30.75 52.10 63.49 73.74 77.55 83.91 88.00
GTE-Large 26.14 43.72 60.47 68.87 74.82 78.98 84.16
Snowflake 28.91 48.84 57.34 65.65 71.29 77.56 83.19
Qwen3-4B 27.38 43.74 56.10 63.02 69.96 73.95 83.36
Jina5 28.40 43.97 60.05 68.50 73.27 77.62 81.36
Jina4 23.48 42.23 58.51 67.96 73.44 76.47 80.72
Jina v3 22.72 42.01 55.38 63.05 68.89 72.50 79.76
Qwen3-0.6B 23.67 39.01 51.79 59.12 65.90 73.86 77.76
BGE-M3 23.24 32.24 41.51 51.37 56.58 61.43 67.85

Table 5: Local Pool heterogeneous text comparison on
Precision@𝐾 . All values are percentages.

Model 10 20 30 40 50 60 70

Proposed 39.62 34.81 31.92 29.33 26.19 24.33 22.33
GTE-Large 35.38 31.54 28.72 25.67 23.73 21.96 20.97
Snowflake 33.46 29.23 26.67 25.48 23.12 22.03 20.64
Qwen3-4B 39.23 34.62 31.03 27.60 25.58 23.24 22.02
Jina5 35.77 31.54 29.49 27.12 24.12 22.09 20.64
Jina4 35.00 30.00 28.97 27.69 24.96 22.67 21.03
Jina v3 35.77 32.12 28.59 25.96 23.96 21.96 20.53
Qwen3-0.6B 30.38 28.27 25.77 23.56 22.27 20.81 19.60
BGE-M3 26.54 23.08 20.77 20.00 19.04 18.12 17.24

macro-averaged over 300 JDs. Precision@𝐾 tracks whether recall
improvements come at an unacceptable cost to result quality: a
model that meaningfully sacrifices precision for recall is considered
trade-off-unfavorable within the recruiter review budget.

Fair comparison. In the Local Pool, all models rerank the same
initial shortlist for each JD. In the Global Pool, all models retrieve
under the same corpus of 44,138 CVs, the same Top-200 budget, and
the same judge protocol. Because we do not include a recruitment-
specific retriever baseline, our empirical claim is limited to im-
provement over strong general-purpose encoders in this production
retrieval setting.

5.3 Results and Analysis
5.3.1 Main result: does the method improve shortlist recall in the
primary setting? We begin with the Local Pool, which most closely
matches the actual recruiter review scenario. Tables 4 and 5 re-
port the full-system comparison against strong zero-shot general-
purpose encoders.

The proposed system achieves the highest Recall@𝐾 at every
evaluated cutoff, which is the dominant criterion in our recruiter-
facing setting. For example, Recall@10, Recall@50, and Recall@70
reach 30.75%, 77.55%, and 88.00%, all above the strongest zero-shot
competitors. Despite its modest 0.6B size, the model outperforms
much larger encoders such as Qwen3-Embedding-4B and Jina Em-
beddings v4 on the primary recall metric. Precision also remains
strong under the recall gain: mira-embeddings-v1 attains the high-
est Precision@𝐾 at every reported cutoff, indicating that the im-
provement is not obtained by simply trading shortlist quality for
broader coverage.

Table 6: Local Pool ablation results. R1/R2 abbreviate mira-
embeddings-v1-R1/R2. Recall@𝐾 is the primary criterion;
Precision@𝐾 serves as a deployment constraint. All values
are percentages.

Recall@𝐾 (%) Precision@𝐾 (%)

𝐾 Baseline R1 R2 Proposed Baseline R1 R2 Proposed

10 22.72 26.99 30.10 30.75 35.77 30.77 38.85 39.62
20 42.01 42.96 50.74 52.10 32.12 28.08 34.23 34.81
30 55.38 56.29 61.70 63.49 28.59 25.77 30.77 31.92
40 63.05 65.40 70.45 73.74 25.96 23.56 27.88 29.33
50 68.89 70.38 77.36 77.55 23.96 21.19 26.19 26.19
60 72.50 75.06 83.77 83.91 21.96 19.59 24.21 24.33
70 79.76 80.12 87.85 88.00 20.53 18.89 22.24 22.33

5.3.2 Where do the gains come from? Staged ablation. We next
examine which component drives the gain in the same Local Pool
setting.

Table 6 shows three clear patterns. First, mira-embeddings-
v1-R1 already improves recall over the zero-shot baseline at every
cutoff, but the gain is not yet operationally stable: Precision@10
drops from 35.77% to 30.77%. This suggests that JD–JD adaptation
improves semantic coverage, yet does not align the retrieval space
tightly enough to preserve shortlist quality.

Second, mira-embeddings-v1-R2 accounts for most of the
system-level improvement. Once the encoder is further adapted
with heterogeneous JD–CV training, recall rises sharply across all
cutoffs, and precision also exceeds the baseline. Recall@50 improves
from 68.89% to 77.36%, and Precision@10 increases from 35.77%
to 38.85%. The second stage therefore does not merely broaden
retrieval; it makes the representation more useful for practical
recruiter reranking.

Third, BoundaryHead adds a smaller but consistent final gain
on top of mira-embeddings-v1-R2. The full system achieves the best
Recall@𝐾 at every reported cutoff, with the clearest increment in
the mid-range review budget where recruiters still inspect dozens
rather than hundreds of candidates. Recall@30 improves from
61.70% to 63.49%, and Recall@40 improves from 70.45% to 73.74%.
Precision remains flat or improves at nearly all cutoffs. Under a
recall-first deployment objective, thismakesmira-embeddings-v1
the preferred default configuration.

Backbone generalizability. To confirm that the pipeline is not spe-
cific to Jina Embeddings v3, we replicate the full R1→R2→ Bound-
aryHead sequence using Qwen3-Embedding-0.6B as the backbone.
Table 7 reports results at selected cutoffs. The same three-stage
progression appears here as well: R1 yields a modest gain, R2 de-
livers the largest improvement, and BoundaryHead adds a further
increment on both metrics. The total pipeline lift on Recall@50
is +8.19 pp, comparable to the +8.66 pp gain on Jina v3, which
suggests that the improvement pattern is backbone-agnostic.

5.3.3 Does the direction remain consistent beyond the initial short-
list? We finally turn to the broader Global Pool protocol as a
supportive consistency check rather than as a replacement for the
Local Pool.

The broader-pool results follow the same directional pattern as
the primary evaluation. In Table 8, R1 remains a transitional stage,
R2 provides the main gain, and the full system further improves



Conference acronym ’XX, June 03–05, 2018, Woodstock, NY Trovato et al.

Table 7: Backbone generalizability: Qwen3-Embedding-0.6B
on the Local Pool across pipeline stages. Base = zero-shot;
BH = BoundaryHead.

Recall@𝐾 (%) Precision@𝐾 (%)

𝐾 Base +R1 +R2 +BH Base +R1 +R2 +BH

10 23.67 25.58 26.59 27.67 30.38 33.08 34.23 33.46
30 51.79 52.60 56.86 57.69 25.77 26.79 27.82 28.97
50 65.90 66.85 71.68 74.09 22.27 23.12 23.50 24.35
70 77.76 80.31 83.57 85.57 19.60 20.15 21.08 21.36

Table 8: Global-pool ablation results under the LLM-as-Judge
protocol. Recall@200 is the primary metric.

Model Recall@200 Precision@200

Baseline 0.5969 0.7625
mira-embeddings-v1-R1 0.6066 0.6300
mira-embeddings-v1-R2 0.6634 0.8475
Proposed 0.7047 0.8275

Table 9: Global-pool cross-model comparison under the LLM-
as-Judge protocol.

Model Recall@200 Precision@200

Proposed 0.7047 0.8275
Qwen3-4B 0.6577 0.8550
Jina5 0.6971 0.8400
Qwen3-0.6B 0.6619 0.8175
Baseline 0.5969 0.7625
Snowflake v2 0.6356 0.7325
Jina4 0.6178 0.7275
GTE-Large-EN v1.5 0.6014 0.6300
BGE-M3 0.6454 0.5825

Recall@200 from 0.6634 to 0.7047. In Table 9, mira-embeddings-v1
achieves the highest Recall@200 among all evaluated encoders.
At the same time, this supportive protocol also helps clarify the
method’s boundary: some larger zero-shot encoders achieve stronger
single-point precision, and the final recall gain from BoundaryHead
can come with a modest precision cost relative to R2. This fits our
deployment target. The method is most useful when shortlist cov-
erage is the dominant objective, rather than when a single-point
precision target is optimized in isolation.

6 Discussion
Our experiments consistently show that a compact adaptation
pipeline targeted at specific failure modes can outperform sub-
stantially larger general-purpose encoders across evaluation pools
and backbone architectures. The more important implication is
not simply the size of the recall gain, but what the result suggests
about domain-specialized retrieval when the dominant errors are
fine-grained rather than topical. Standard contrastive pretraining
and scale-driven encoder upgrades largely assume that retrieval
errors are spread across the similarity spectrum. In recruiter-facing

shortlist generation, and plausibly in other high-stakes triage set-
tings such as legal discovery and clinical matching, the errors that
matter most to end-users appear instead to cluster in a narrow band
of near-miss candidates that look plausible on surface features but
fail on scope, seniority, or hard constraints. Once this concentration
of errors is recognized, the practical response is not necessarily a
uniformly stronger encoder, but a supervision design that explicitly
identifies and suppresses the failure modes concentrated in that
band. This reframing shifts the practical question from “how much
labeled data do we need” to “how precisely can we characterize the
errors that matter.” In settings where interaction labels are scarce
but experts already understand the typical failure patterns, that
is often a much cheaper bottleneck to address than large-scale
annotation.

That said, this conclusion is bounded by several conditions. The
entire pipeline assumes that role-boundary confusion is the domi-
nant source of shortlist error. In markets or job families where other
failure types dominate, such as temporal misalignment, credential
misrepresentation, or regulatory eligibility, the current prompt
pipeline would need to be redesigned around a different error tax-
onomy. Our evaluation is also tied to a single upstream retriever.
A first-stage system with a substantially different recall–precision
profile could change the residual error distribution enough to alter
the marginal value of BoundaryHead. The Global Pool protocol
likewise relies on a single LLM judge, and we have not yet val-
idated its scoring against expert human annotators at scale, so
judge-induced bias remains unquantified. These limitations point
to several natural next steps: replacing the hand-designed prompt
stages with an adaptive loop that mines dominant failure modes
directly from first-stage retrieval errors, so supervision follows the
observed error distribution rather than a fixed prior; extending
the evaluation to multilingual and cross-domain triage tasks to
test whether the failure-mode-targeted supervision principle trans-
fers beyond Chinese-language recruitment; and selectively routing
the boundary-confused subset identified by BoundaryHead to a
lightweight cross-encoder pass to test how far the recall–precision
frontier can be pushed without paying the cost of full pairwise
rescoring.

7 Conclusion
In this work, we treat recruiter-facing JD-to-CV shortlist reranking
as a recall-first problem and argue that its main bottleneck lies in
role-boundary confusion rather than in generic semantic relevance
alone. Our central finding is that boundary-targeted synthetic su-
pervision, combined with progressive adaptation to recruitment
semantics and the heterogeneous JD–CV gap, produces consistent
recall gains over strong general-purpose embedding baselines in the
primary local production-style pool, while a lightweight reranking
head provides smaller local corrections for near-miss cases. These
gains also do not appear to require costly industrial-scale interac-
tion labels: a modest set of real JDs can be expanded with LLM-
synthesized positives and hard negatives to create task-targeted
supervision at low marginal cost. Evidence from the broader 44,138-
candidate supplementary pool is directionally consistent with the
local benchmark, but this auxiliary protocol is not a substitute for
full-corpus production evidence. Our claim is therefore limited to
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recruiter-facing shortlist reranking under the evaluated setting, and
it remains contingent on the quality of the synthesized supervision
and the labeling rules used to construct the training signals.
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